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Introduction 

 In this project, I will build an LPC Vocoder based on an all-pole model of speech production using 

MATLAB. This analyzes the speech signal and use the analyzed information to resynthesize the speech signal. 

The speech signal is the utterance “Calcium makes bones and teeth strong”. The goal of this project is to achieve 

a compromise between lowest number of LP coefficients and quality of the resynthesized speech.  

 Also, I will construct a voicing detector and a pitch detector. The voicing detector cuts the signal into 

frames, and determines if that frame of speech is voiced, unvoiced, or silence. The pitch detector also cuts the 

signal into frames, and determines the pitch of that frame. 

 

Procedure  

1. Speech Analysis 

 

[Fig. 1]: Speech Analysis Procedure 

A. Speech Signal 

The speech signal is imported into the MATLAB code. In this project, the file is called    

“female_voice.wav”. [Fig. 2] shows its plot in time-domain. 

 

[Fig. 2]: Original Speech Signal 



 

B. Cut into frames 

The speech signal is then cut into small frames that overlaps in parts with each other. Hamming 

window is put on each frame. The frames are saved in a #-of-frames by length-of-frame matrix. 

C. Compute LPC Coefficients 

The order of LPC Coefficients is declared at the beginning. Using the lpc() function in MATLAB, I 

computed the 𝑎𝑘’s of each frame. These are saved in #-of-frames by order matrix. 

D. Error Analysis 

Using the LPC Coefficients, I computed a linearly predicted signal and obtained the error matrix 

by taking the difference between the original signal and the estimated signal. 

E. Compute Gain 

Then I took the root-mean-squared (rms) value of the error and obtained gain for each frame. 

[Fig. 3] shows the plot of the gain of each frame. 

 

[Fig. 3]: Original Speech Signal 

2. Speech Synthesis 

 
[Fig. 4]: Speech Synthesis Procedure 



A. Create Source 

I loaded the given pitch matrix. Then I scaled it to the length of the speech signal. First for 

voiced, which is indicated by a nonzero in the pitch matrix, I put an impulse signal at start. After that 

impulse signal, I put sets of zeros for the duration of the corresponding pitch. Second for unvoiced, 

which is indicated by a nonzero in the pitch matrix, I put white Gaussian noise. Nonzero values for 

unvoiced becomes a zero. Thus, I add both voiced and unvoiced together and it becomes a whole 

set of impulse train for the whole signal. In this way I can avoid pitch overlap between the frames. 

 

[Fig. 5]: Pitch train of both voiced and unvoiced 

B. Multiply Gain 

The pitch train is cut into frames just like the original pitch signal. Then each frame is multiplied 

by the corresponding gain. 

C. All-pole filter 

Each frame is put through the all-pole filter created by the LP coefficients that I obtained in the 

speech-analysis section.  

D. Synthesized Signal 

Finally the synthesized signal is obtained by putting the frames back together into one speech 

signal. 

 

 

 

 



DISCUSSION 

 Now that I have a model that analyzes and synthesizes a given speech signal, I now need to improve the 

quality of the signal while putting efficiency into concern. I think there are three main factors that can influence 

the compromise between quality and efficiency. 

1. # of LP COEFFICEINTS 

This was the most important factor that effects performance. I decided to set it to p=14. I 

listened from p=1 to p=25. I mainly looked for just noticeable differences. If the improvement was 

higher than my JND, I moved on to the next. If the improvement was lower than my JND, I made a note 

at that point and moved on for two more orders. If still the signal was lower than my JND, I picked the 

one that I made note before as the minimum threshold. 

 Thus until p=10, it was clearly improving. The sound became less ‘machine-like’ as the order 

increased. In low orders, it sounded very thin and sharp. However, after p=11, it sounded more like the 

speaker of the original signal. And at p=14, a lot of the thin, sharp quality disappeared. It still sounded 

thinner and sharper than the original signal, but it was not too different from p=15,20,25… Thus I chose 

p=14. 

 Then I repeated the procedure with varying other parameters. I set the window length and step 

length differently, and looked for JNDs. However, the effect of p seemed almost independent. P=14 still 

was my threshold. 

2. Frame length 

This was also a very important factor that effects performance. I decided to set it to 15ms. I 

listened from 5ms to 60ms. I also looked for JNDs. The effect of frame length seems to smooth out the 

speech sound. If the frame length is low, the output sounds a bit closed. However, as the frame gets 

larger the output sounds more open, but also ‘lousy’ at the same time. If the frame length is very big, 

the speaker almost sounds like she is never closing her mouth when talking. This is because taking linear 

coefficients over long signal would smooth out the signal. Therefore, my compromise was at 15ms. 

3. Frame overlap 

I took steps of each signal to be at 5ms. Lower the step, the better the signal it outputs. It 

sounds crispier as the steps become larger. Just a bit above 5ms I could notice the crispness. Thus I took 

5ms as my maximum step time. 

4. Further Improvements 

A) Pre-emphasis Filter 

 I tried using the pre-emphasis filter, but it did not make a whole lot of a difference so I took it away. 

B) Voiced/Unvoiced Threshold Lowered 

 I lowered the threshold of voiced/unvoiced because after putting in the spectrogram, I found out 

that some clear voiced signals were regarded as unvoiced. Thus it had a strong noise when it was 

not supposed to. When I used my voicing program, the signal got whole lot better. 

C) Pitch Detector Usage 

 I created my own pitch detector, worked on it for a while. However, I could not get the signal to 

improve. I could not create a better speech signal with my pitch detection. Thus I used the given 

pitch estimates, but since I used my own voicing detection, I put average value frequency of the 

speaker when there is the ‘new’ voiced signal (but unvoiced in the given pitch matrix).  



D) Overall Low-pass filter 

I noticed that I had some very high frequency noise. Thus I put a first order smooth low-pass filter to 

slightly smooth out that noise. It sounded a lot better after the low pass filter. 

E) Interpolation of Pitch 

Since I used my own voicing detector, but not the pitch detector, I put an average frequency signal 

across the ‘new’ voiced part. Therefore, it sounded a little bit monotonic in some parts. I tried to use 

interpolation to give the frequency some slope, but the signal was changing so rapidly and I didn’t 

make rigorous interpolation on each frame frequency after some trial and errors.  

F) Different number of Coefficients for voiced and unvoiced 

I made an assumption that the number of coefficients would not matter for unvoiced signals 

because their being white noise, it would be impossible to ‘linearly predict’ their values anyway. So I 

was wondering if what happens if I make the number of coefficients to be low for unvoiced. 

However, my assumption was not correct. Giving lower a_k to just the unvoiced creates some 

distortions that cannot be ignored.  

 

Bonus Points 

1) Voicing Detector 

‘Voicingdectector.m’ is attached. Voicing detection works by autocorrelation. I take the voice signal and 

sampling frequency, frame length, and overlap length information as import. Then, I truncate the signal 

just as how I did in the original signal. Finally I used auto-correlation. If the max value is very small, I 

regarded it as a silence. If the max value is less than 0.2, I regarded it as unvoiced. If the max value is 

greater than 0.2, I regarded it as a voiced signal. 

Thus after putting my threshold at 0.2, I got some parts of the signal that used to be unvoiced, but now 

regarded as voiced. It sounded a lot better. “Bones” and “Teeth” and “Strong” used to sound like white 

noise, because it used to be unvoiced. However, after giving some voiced signals in, it became clearer. 

Try comparing the spectrograms ([Fig. 6~8]) on the next page. [Fig.6] is the original spectrum. [Fig.7] is 

the synthesized voice signal without voicing detection. Notice how the black rectangular box in the 

original signal show some harmonics, but at that same point, [Fig.7] has just noise. I wanted to correct 

this, so after having the threshold to 0.2, the new signal looks like [Fig.8]. Although It is monotonic at the 

changed spots because I just gave in an average value at those points, some of the essential words of 

the sentence is now clearer and intelligible. 

 



 

[Fig.6]: Original Speech Signal Spectrum 

 

[Fig.7]: Synthesized Speech Signal Spectrum without voicing detection 



 

 

[Fig.8]: Synthesized Speech Signal Spectrum with voicing detection 

2) Pitch Detector 

For pitch detection I used auto-correlation as well. It was basically the same process as voicing detector. 

First I put a low-pass filter that filters out frequency values greater than 800Hz. This was done to 

emphasize the signals in the speech range, so I can find the fundamental harmonics (F0), which is the 

pitch. However, when the voicing detector determines that it’s a voiced signal, I tried to obtain the peak 

points and average the difference among them to find the harmonics. But I noticed that there is a lot of 

small peaks that distorts the results, so I tried raising up the threshold for a ‘peak’. However, this was a 

little bit ambiguous. I tried putting threshold as a ratio of the maximum correlation value, putting in a 

minimum distance between peaks value, but it did not give me the results as I expected. When I used 

the pitch value for synthesis, the output was definitely worse, so I did not use it. 

 

CONCLUSION 

 Various methods were implemented to have best quality audio and least amount of coefficients. I used 

14 LP coefficients/frame, 1 pitch coefficient/frame, 1 gain coefficient/frame and overall 200 frames/sec. This 

yields 3200 samples/sec. My synthesized speech signal would have been better with having a better pitch 

estimation. I learned that LPC is quite effective for speech analysis and synthesis. For a relatively simple 

mathematics, one can achieve a good quality analysis and synthesis. 

 


